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Abstract 

We developed two algorithms which, in combination, con-
tribute to overcome much of the computational difficul-
ties associated with high-order hidden Markov modelling 
( HMM). The first, termed the ORder rEDucing ( ORED) al-
gorithm can convert any high-order HMM to an equivalent 
first-order representation. The second, termed the Fast (or-
der) Incremental Training (FIT) algorithm, addresses the 
high computational burden associated with these models. 
Based on this, we also derive topologies that separate the 
context- and duration modelling capabilities of high-order 
HMMs. Using an automatic language recognition task 
(ALR), we demonstrate that these lead to more flexible mod-
els and results in significantly faster training and improved 
generalisation compared to prior work. 

1 Introduction 
Although first-order hidden Markov models (HMMs) form 
the backbone of modern speech recognition systems, their 
higher order extensions are rare. The potential for high-
order HMMs to provide enhanced contextual descriptions 
are commonly acknowledged (e.g. [8], [1], [12]), but the as-
sociated computational complexity limits their deployment 
to rather simple structures. Existing literature is usually 
limited to second-order extensions of the existing first-order 
HMM algorithms [7), [10], [12]. 

Our work is very different in that we are able to show that 
any high-order model (fixed- and mixed-order) may be con-
verted to an equivalent first-order model using our ORder 
rEDucing (ORED) algorithm [3]. ORED provides a uni-
fying paradigm for reasoning about HMMs of any order 
because it makes the relationship between HMM topology 
and HMM order explicit. Using this insight, HMMs can 
be designed using higher-order specifications and then re-
duced to make its topology explicit using a first-order equiv-
alent model. ORED also allows any standard first-order 
HMM training algorithm to train and otherwise manipulate 
arbitrary-order HMMs. The ORED algorithm also provides 
a powerful opportunity for efficient training of otherwise 
computationally intractable high-order HMM systems by 
Fast Incremental Training (FIT). 

To demonstrate the practical applicability of these tech-
niques, we use an automatic language recognition (ALR) 

system. The complex interdependencies of phonemes as 
described by the phonotactics of each language makes ALR 
an excellent candidate for demonstrating the practical via-
bility of these techniques. The intention with this work is, 
however, not to develop a fully-fledged ALR system, this 
is being pursued in a separate endeavour. In this paper, we 
compare FIT to conventional high-order HMM training and 
we investigate the effect of specialised context and duration 
modelling mixed-order HMMs we have developed. 

Section 2 introduces the notion of high-order HMMs. Sec-
tion 3 shows how mixed-order HMMs can be utilised to 
derive models that achieve independent control over the de-
gree of context- and duration modelling. Sections 4 and 5 
outline the ORED and FIT procedures respectively. Fi-
nally, we conduct experiments to investigate the properties 
of these techniques relative to that resulting from direct ex-
tension of HMM techniques to higher orders. In Section 6 
we use simulation experiments and in Section 7 ALR ex-
periments to provide quantitative evidence of the efficiency 
of our approach. 

2 High-order HMMs 
First-order HMMs [1] are characterised by a set of N emit-
ting states. Each state S has an associated probability den-
sity function (pdf) denoted as fi which quantifies the sim-
ilarity between an input feature vector x and S . States are 
coupled by transition probabilities. For first-order HMMs, 
the transition probabilities are indicated by the symbol ajk· 

This indicates the probability of making a transition to state 
k given that the current state is j . High-order HMM transi-
tion probabilities depend on two or more prior states and are 
characterised by probabilities with three or more indices. 
For a second-order HMM, aijk indicates the probability of 
jumping to state k given that the current state is j and the 
prior state is i. Paths between pairs of states thus have mul-
tiple transition probabilities, each depending on prior states. 
This is illustrated in Figure 1. 

When converting high-order models to lower-order equiv-
alents, we avoid ambiguity by indicating the original high-
order transition probabilities with primes (a:jk) to distin-
guish them from the corresponding lower-order transition 
probabilities. The pdfs and state transition probabilities 
of HMMs are usually determined from training data using 
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Figure 1: First- (a) and (b) second-order HMMs indicating 
the increased history of state transition dependence of the 
latter. The symbol J; is the pdf associated with state i. 
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Figure 2: A mixed-order left-to-right HMM with a maxi-
mum order of 3. The stippled states (0 and 4) are initial and 
terminal null states [3]. 

various algorithms such as the Baum-Welch re-estimation 
equations [1]. These algorithms can either be generalised 
to high-order cases, or, as we propose here, the high-order 
models can be reduced to equivalent first-order models for 
training. Unfortunately, the number of transition probabil-
ities in high-order models grows with the power of the or-
der of the model. Conventional training procedures rapidly 
become computationally intractable due to processor speed 
and memory constraints. In spite of these problems, the ad-
ditional state "memory" associated with high-order HMMs 
offer compelling and powerful modelling capabilities. 

3 Separating context and duration -
fixed, mixed or infinite? 

The length of state sequence memory determines the order 
of the HMM. An HMM of given order may contain state 
transition probabilities that depend on different numbers of 
prior states. In the case of fixed-order models, all state tran-
sition probabilities reflect the same length of state history1. 

For example in a fixed third-order HMM the transition prob-
abilities are of the form a;jkl· Mixed-order models have 
state transition probabilities with different numbers of in-
dices, indicating the different Markov orders within the pro-
cess. Figure 2 illustrates a mixed-order HMM. 

Duration modelling: Figure 3 illustrates a topology aris-

1 Except initial states handling inputs too short to allow the full depth 
of history. 
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Figure 3: Duration modelling third-order HMM. 

ing from emphasising the duration modelling aspects of 
the model while neglecting the contextual modelling that 
is not directly involved with the modelling of the duration 
of a state. This type of modelling only involves states with 
self-loops; transitions from other states remain at first order 
making this a mixed-order model. In a self-looped state we 
need to identify the sets of departing transition probabilities 
that share the same destination and involve the same number 
of repetitions of this state. If all the transition probabilities 
in such a set are constrained to be identical regardless of 
prior states, the resulting model will model the duration of 
this state. 
Context modelling: Finite- (R'th) order HMMs build con-
text memory over the prior R states. When applied to mod-
elling signals where states often repeat, this fixed length of 
memory can severely limit their ability to model the true 
context of distinct states. In order to model some character-
istics of language (such as phoneme context), it is necessary 
to model the sequence of distinct states visited, irrespective 
of the number of consecutive repetitions of each state. This 
results in an HMM of infinite-order. To specify this we use 
the notation that j+ indicates one or more (consecutive) oc-
currences of state j. For example, a;j+ k is the probability 
that the next state will be k, given that the model was in 
state j for one or more previous time slots, and prior to en-
tering state j the state was i. Each such a transition prob-
ability therefore really represents an infinite family of tied 
transition probabilities. Figure 4 shows a simple context 
modelling HMM. Note that according to this specification, 
when a transition is made from state 3 to state 4, the distinct 
state prior to 3 (either 1 or 2) will be taken into account 
irrespective of the number of repetitions of state 3. 

... 0 ·. 

... .: 

a'o1+3+4 
a'12+3+4 

Figure 4: Third contextual order left-to-right HMM with 
one state skip. The notation k+ is used to indicate one or 
more occurrences of index k. 
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Figure 5: First-order equivalent of Figure l(b). Note that 
each state transition now has only one transition probability 
associated with it. 

4 The ORder rEDucing (ORED) al-
gorithm 

First-order transition probabilities involve only the two 
states that are joined by them (see Figure l(a)). In contrast, 
the second-order dependence of a~ik on state i, cannot be 
inferred from its adjoining states but is only encoded in the 
subscripts of the transition probability itself. We now cre-
ate a new model with states corresponding to pairs of linked 
states from the original model, as is illustrated in Figure 5. 
Each state shares the same pdf as the second one of the 
original pair of states does (these are called tied pdf states). 
Transition probabilities are inserted between the states that 
respectively match the first and the last two subscripts of 
the transition probability e.g. aiik is inserted between states 
( i, j) and (j, k). This is a twofold Cartesian product of the 
states involved [7]. 

Now the indexes of the states adjoining the second-order 
transition probability fully describe the subscripts of this 
transition probability. This effectively means that we can 
now interpret aijk as a first-order transition probability join-
ing states (i, j) and (j, k). By enlarging the number of states 
in this way, we were able to reduce effectively the order of 
the model by one, without losing any representational capa-
bility. This simple observation forms the basis of the ORED 
algorithm. This concept may be extended to reducing R'th-
order HMMs to R - 1 'th-order HMMs (Respectively MR 
and MR-l in the algorithm below). Recursive application 
of this procedure can convert models of arbitrary order to 
first-order equivalents. However, the proper handling of 
higher orders, initial conditions and the mixed-order models 
introduces quite a few intricacies to the algorithm that are 
not evident from the intuitive notion on which it is based. 
On a practical level, ORED allows the application of any 
standard HMM algorithm to any higher-order HMM, thus 
greatly enhancing the usefulness of this technology. Al-
though concerns have been expressed about the effect this 
increase in the number of states might have [12], we can 
show [ 4] that it does not contribute in any way to additional 

·computational requirements. Mathematical proof that the 
ORED algorithm does indeed yield first-order equivalents, 
can be found in [4]. 
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4.1 Algorithm details 
We now detail the ORED algorithm, starting with an origi-
nal R'th-ordermodel MR. 

1. Create the set of states of MR-l: 
(a) Create the states S = 0, S = 1, ... S = N + 1 in 

MR-I· (Only S = 0 for fixed-order). 
(b) For each of the available higher-order (R' ;::: 2 

with R' the order) transition probabilities 
a;,;2 . . . iR'+t present in the model, add the states 
(ii,i2),(i2,i3), .. . ,(iR•,iR'+I) to MR-1 without 
duplication. 

(c) If the terminal state Q = N + 1 has transitions orig-
inating at more than one state entering it and at least 
one of them is of higher order (R' ;::: 2), create a new 
terminal null state S = N + 2. 

2. Allocate transitions and their probabilities: 
(a) First-order probabilities a~ 1 ; 2

: 

If state S = ( i1, i2) exists, identify all available states 
S = i1 and S = (i, i 2), 0 ::=; i ::=; N + 1 as source states 
for the transition. The transition probability ai

1 
;

2 
links 

each of them to destination stateS = (i1 , i2 ), resulting 
in transition probabilities of the form a;(; 1 ; 2 ) = ai

1 
;

2 

and a(i,it)(i 1 ; 2 ) = a~1 ; 2 • If there is more than one 
source state, their links are tied. 
Otherwise it is placed from source states S = i 1 
and S = (i, ii) (as defined above) to destination state 
S = i 2 , resulting in transition probabilities of the form 
a;ti2 = ai1 ; 2 and a(i,it);2 = aiti2 • If there is more 
than one source state, their links are tied. 

(b) Higher-order probabilities ai1;2 ... iR'+', R' ;::: 2: These 
probabilities (one or more) are placed between states 
S = (iR•-I,iR•) and S = (iR•,iR•+r), that is 
ac· . )( .. ) (. . ) -a' lt,l2 Z2tt3 •·• 'R' ,t.R'+I - iti2 ... iR'+t • 

(c) If a new terminal state S = N + 2 has been created, cre-
ate a unit probability transition between source states 
S = N + 1, S = (i, N + 1) and destination stateS= 
N + 2. That is a(NH)(N+2) = a(i,NH)(N+2) = 1. 

3. Dead state removal: 
Remove all states that cannot be reached from the ini-
tial state or from which the termination state cannot be 
reached (typically an iterative algorithm is used for this). 
Redundant null states can also be removed at this stage 
(optional). 

4. Allocate pdfs: 
(a) Every existing stateS = (i, k) and/or S = k shares, 

via parameter tying, the same pdf as state Q = k. That 
is, they are both either null states, or 
f(x/S = k, MR-d = f(x/S = (i, k), MR-d = 
f(x/Q = k, MR). 

(b) If a new termination state S = N + 2 was created, it is 
a null state. 

5. Iterate: 
(a) Rename all the composite state indexes to unique sin-

gle indexes, and modify the indexes in the transition 
probabilities accordingly. The resulting model is the 
R - 1 'th-order equivalent of the original R'th-order 
model. 

(b) All of the above steps can be repeated until all tran-
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sition probabilities are subscripted by only two state 
indexes. By definition this is an HMMl. We show 
in [4] that it is equivalent to the original higher-order 
model. 

6. Merge states (Unnecessary for fixed-order HMMs): 
Merge tied states that have the same destination for each 
of the shared transitions. Renumber the states and transi-
tion probability indexes to reflect the smaller number of 
states. 

4.2 Some examples using the ORED algo-
rithm 

We illustrate the functioning of the ORED algorithm using 
some of the examples from Section 3. Figure 6 shows the 
first-order equivalent of the mixed-order model illustrated 
in Figure 2. 

Figure 6: The first-order equivalent of the HMM illustrated 
in Figure 2. 

Figure 7 shows the first-order equivalent of the duration 
modelling HMM shown in Figure 3. Note the similarity be-
tween this and the model proposed by Ferguson [5]. The al-
gorithm replaces states with self-loops with stacks of states. 
The added expressive capability enables duration specifica-
tions. 

Lastly, Figure 8 is the first-order equivalent of the context 
modelling HMM of Figure 4. Once again note how the dis-
tinct state prior to state 3 (pdf /3) is remembered irrespec-
tive of the number of repetitions. Due to the infinite order 
specification the ORED reduction needs to be augmented 
with a collapsing of tied states to achieve this result [ 4] . 

5 Fast Incremental Training 
As already noted, high-order HMMs can be vastly more ex-
pensive than their first-order counterparts. The processing 
and memory requirements are serious issues that can eas-
ily place such a model outside the available computing ca-
pacity. Fortunately, the transition structure of a high-order 
HMM is usually quite sparse. Because, prior to training, it 
may be difficult to determine which transitions will be re-
dundant, training normally commences with a full compli-
ment of the transitions that are potentially useful. For many 

10 : 

Figure 7: First-order equivalent of the duration modelling 
HMM in Figure 3. Note the similarity to the Ferguson du-
ration model [5]. 

a3s=a·,2+3+4 .·· ~ .. 
1---..:: 5: .... · 

Figure 8: First-order equivalent of Figure 4. 

problems, considerable training effort is therefore expended 
on estimating parameters that will eventually become zero. 
Referring back to Figure 1, it can be seen that a single tran-
sition probability in the lower-order model is simply being 
replaced by a set of refined probabilities in the higher-order 
model. Considerable computational effort can be avoided if 
the training of redundant sets of higher-order probabilities 
can be eliminated by noting which corresponding lower-
order probabilities are zero. This observation forms the ba-
sis of the FIT algorithm. 

5.1 FIT for fixed-order HMMs 
The FIT training algorithm for fixed-order models is now 
outlined: 

1. Set up a first-order HMM for the application at hand. 
2. Run a standard training algorithm (e.g. Baum-Welch) on 

the first-order model. Non-viable (i.e. zero probability) 
transitions will disappear. 

3. Convert the optimised first-order model to a second-
order model by expanding the subscripts of the remain-
ing non-zero transition probabilities with one extra prior 
state. These expanded transition probabilities are ini-
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tialised with the value of the lower-order transition prob-
ability they were extended from. 

4. Use the ORED algorithm to create a first-order equiva-
lent of this model. 

5. Repeat step 2 to train this model. This will refine the 
transition probabilities to their required higher-order val-
ues. Repeating this process trains successively higher or-
der models. 

This algorithm as described above does not allow the train-
ing of mixed and infinite-order HMMs, however, for certain 
specific useful mixed- and infinite-order models, we have 
formulated extensions to the ORED/FIT algorithm [4] as 
we now discuss. 

5.2 Mixed-order variants 
It would be very useful if it was possible to selectively ex-
pand the order of only some sections of the model. Doing 
this on information-theoretic grounds is a non-trivial task 
that we are currently pursuing in ongoing research. Using a 
direct approach, one can attempt to observe the similarity in 
trained sets Of transitions derived by extending the order of 
a lower-order version. Unfortunately, being of similar value 
does not necessarily mean that the lower order actually was 
sufficient. It. is possible that they only start to differentiate 
at even higher orders. This makes direct application of FIT 
problematic. 

It is, however, possible to train some mixed-order HMMs 
via the FIT algorithm. If the mixed-order model is not of 
general structure, but is rather constrained to a very specific 
mixed-order topology, the prior information on this topol-
ogy can be used when deciding how transitions should be 
extended. This then results in special cases for steps 3) and 
4) of the FIT algorithm. As should be clear from the ORED 
algorithm itself, mixed-order models lead to tied transitions 
and the requirement to merge certain states. The merging 
of states add extra complexity. However, steps 3) and 4) 
of the FIT algorithm can be combined into one simplified 
step. Basically it involves observing the total effect of ap-
plying these two steps in a given situation. Then these steps 
can be replaced by directly modifying the model accord-
ingly. Using this we obtained versions of FIT suitable for 
training both the duration- and context HMMs discussed in 
Section 3. Details are available in [4]. It is also possible 
to combine context and duration modelling in varying de-
grees. This leads to a whole new family of HMMs, some of 
which we demonstrate in Section 7. 

6 Synthetic data experiments 
We used well-controlled synthetic simulation experiments 
to investigate the performance of FIT models relative to 
that of the extended/ORED approach [3]. Each data set 
consisted of training and testing data drawn from randomly 
generated high-order HMM sources. The number of non-
zero state transition probabilities in the underlying mod-
els, as well as the expected optimal classification perfor-
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mance2 were thus known. Compared to the known under-
lying model, experiments on the training of a fourth-order 
HMM with eight underlying states, the FIT/( conventional) 
algorithm revealed: 15%/(1820%) more non-zero transition 
probabilities and a 48%/(170%) increase in classification 
error on independent test data. The dramatic increase in 
non-zero transition probabilities experienced by the con-
ventional approach indicates the lack of generalisation com-
pounding the enormous computational cost of this method. 
Detailed results for fixed-order HMMs are available in [3]. 

The ORED/FIT approach was thus found to result in mod-
els with fewer non-zero state transition probabilities, better 
generalisation and better classification performance com-
pared to prior (conventional) training algorithms. The 
ORED app.roach also provides invaluable insight into 
the topological properties of a broad class of high-order 
HMMs. 

7 ALR experiments 
7.1 Databases, features and configurations 
Our prior work [2] indicated that about I hour of speech 
was adequate for modelling a language with a first-order 
HMM. Preliminary experiments indicated that the higher-
order Markov models would need substantially more data. 
Since they need not be transcribed, this does not necessar-
ily pose a problem. From the OGI-TS3 database, roughly 
100 minutes of free-format English and Hindi speech was 
available as training data. These were the two largest col-
lections of data available and were therefore used in the ex-
periments. Silence sections in the recordings were removed 
automatically by using an energy criterion. The power in 
the remainder was normalised to compensate for record-
ing volume. After pre-emphasis, tenth-order LPC-cepstra 
and delta-cepstra features were calculated from 32ms time 
frames spaced at 16ms intervals. Cepstral mean subtraction 
was used to compensate for channel variation. For testing 
data, two independent sets of data were used. These were 5s 
segments and the 45s NIST'95 LID set. One central set of 
pdfs was referenced collectively by all the language models. 
The primary distinction between the languages therefore re-
lied on the separate transition structures. Various high-order 
variants of a basic underlying ergodic transition structure 
(illustrated in Figure 9) were evaluated. This includes fixed-
order (Fm for FIT-trained, Xm for directly trained; see Fig-
ure 10), context-order (Cm; see Figure 11), duration-order 
(Dn) and combinations (CmDn) were evaluated. 

7.2 Comparison between FIT and direct 
training 

We now compare ALR results for fixed-order models 
trained using the FIT algorithm (train successively higher 
order models) and direct training (order reduction followed 

2 Access to the underlying synthetic models allows the best possible 
classification results to be obtained. 

3The Oregon Graduate Institute kindly made the OGI-TS database 
available to us. 
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Figure 9: Basic ergodic HMM structure. For simplicity the 
initial and terminal states were omitted. 

Figure 10: First-order equivalent of a second-order version 
of Figure 9. 

by training). These results validate results obtained on syn-
thetic data as summarised in a previous section. 

7.2.1 Computational requirements 
The computational costs of the different approaches are 
measured in terms of the number of transition probabili-
ties, memory requirements) and the number of operations 
(CPU time) required to process equivalent problems. The 
results are summarised in Table 1. We find that the com-
putational advantage of the FIT approach becomes signif-
icant for third-order models. The final F3 model con-
tained a compact 2301 transition probabilities compared to 
the 47161 probabilities in the X3 model. These additional 
transition probabilities translate directly into CPU time and 
memory costs. From this it is clear that the FIT algorithm 
results in much more compact models, getting more so as 
the order increases. This corroborates the results obtained 
from synthetic data in Section 6. 

7 .2.2 Classification accuracy 
We now compare the classification accuracy of the FIT and 
direct training approaches. These results are summarised 

Figure 11 : First-order equivalent of the second-order con-
textual version of Figure 9. 

Order MEM CPU Size 
2 69% 94% 70% 
3 13% 7% 5% 

Table 1: Comparison of computational requirements and 
final model sizes for 16-state ergodic HMMs trained via di-
rect and FIT algorithms. The results are expressed as FIT 
requirements as a percentage of direct requirements. 

in Table 2 and Table 3. On the training data, the accu-
racy of the FIT and direct trained models are comparable. 
On independent testing data, however, in all cases the FIT 
trained models perform similarly or better than the direct 
trained models. Furthermore, all the FIT trained models re-
sult in smaller differences between training and testing set 
accuracies than those achieved by the direct trained mod-
els. This, combined with the larger models that resulted 
from direct training, indicates greater specialisation in such 
models. With the Ss classification trials, a McNemar test [ 6] 
with a 90% significance level shows all the high-order mod-
els to be more accurate than the baseline HMM 1. Due to the 
rather small test set, the experiment based on the NIST'9S 
45s set (39 trials) could only show the 3rd-order FIT model 
(F3) to be more accurate than the 1st-order HMM on a 90% 
significance level. No statistically significant differences 
could be detected between the direct and FIT trained mod-
els. The FIT approach thus obtains statistically similar re-
sults at a significantly reduced computational cost. 

Ss (2169 trials) 45s (339 trials) 
Order Direct FIT Direct FIT 

1 83.4% - 92.6% -
2 86.8% 85.2% 95.3% 95.3% 
3 92.7% 89.6% 98.8% 99.1% 

Table 2: Accuracy measured on training set for 16-state er-
godic HMMs trained via direct and FIT algorithms. 
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Ss (247 trials) 45s (39 trials) 
Order Direct FIT Direct FIT 

1 69.2% - 82.1% -
2 75.7% 76.1% 87.2% 89.7% 
3 79.8% 79.8% 89.7% 97.4% 

Table 3: Accuracy measured on testing set for 16-state er-
godic HMMs trained via direct and FIT algorithms. 

0:1 

C=1 

C=2 

C=3 

Figure 12: Identities and FIT training dependencies (indi-
cated by arrows) of ALR models. C is the context-order 
and D is the duration-order. 

7 .2.3 ALR using context and duration HMMs 
In this section we experiment with fixed-order, and mixed-
order (context and duration modelling) HMMs. Figure 12 
illustrates the categorisation (context and duration orders) 
and FIT training dependencies of the different models. 

Model 1 is the first-order 16 state ergodic HMM used in 
the prior experiments. It serves as a base-line model and 
all other models are extensions of it. The fixed-order model 
results (F2 and F3) are also directly imported from this pre-
vious section. The C2 and C3 models, while neglecting du-
ration modelling, ensure that the system "knows" about re-
spectively 2 and 3 distinct prior states when making a tran-
sition to a next state. The longer history that is being mod-
elled by maintaining the C values in this way, necessarily 
makes these models more sensitive to training data deficien-
cies. Models D1 and D2 add duration modelling capabili-
ties to model!, while C2D2, C2D3, C3D2 and C3D3 add 
duration information to the respective models which they 
extend. DmCn models were not considered since they suf-
fer from reduced context-order when trained on repetitive 
data [4]. We do not suggest that the above topologies are 
the only viable ones. Alternative topologies are the subject 
of future research. 
Model sizes: We find that the number of transition prob-
abilities in the Cn models are considerably larger that the 
Fn models investigated. For example, the F3, C3 and C3D3 
models have 2301, 4286 and 9070 transition probabilities 
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respectively. This compares favourably to the direct trained 
X3 model with 47161 transition probabilities. Second-order 
models (F2, C2, D2 etc) exhibit a similar but less pro-
nounced trend. Each of these different topologies were de-
signed for different purposes. We suspect that the growth 
in the number of transition probabilities of the Cn models 
can be attributed to the larger history of states that it is mod-
elling. The longer such a history is, the greater the potential 
number of state combinations will be. When duration mod-
elling is added to form the CmDn models, it is done on an 
already enlarged model, thereby contributing to a marked 
growth in the number of parameters. 

Classification results The classification accuracy on the 
training and test sets are given in Table 4. If we consider the 
training set accuracy, we note the added benefit of each suc-
cessive FIT extension. The rapid increase in accuracy of the 
various context-emphasised models indicates an increasing 
ability to fit the training data. Tests on an independent set 
of testing data reveal that the pattern of improvement with 
each new FIT extension in the training data results is fol-
lowed. At the context-order 2 level (C=2), the context-
emphasised models appear to function very competitively. 
We suspect that our training database was too small to sus-
tain the long history span utilised at the C=3 levels. The 
large difference in accuracy between the training and test-
ing sets (i.e. specialisation is taking place) for the C3 family 
also confirms this. In general models benefit from dura-
tion modelling. McNemar significance tests reveal almost 
identical results to those obtained in Section 7.2.2. In gen-
eral the high-order models improve on the baseline HMM 1, 
while no statistically significant differences could be de-
tected between the high-order models. 

It is safe to conclude that increasing the duration and/or con-
text orders is indeed beneficial, as long the training database 
is large enough to sustain it. The various CmDn mod-
els hold much promise for ALR, but need more testing on 
larger databases. Although it might seem unfair to compare 
results from the simple first-order model to that of large 
high-order models, the purpose of these experiments was 
to investigate the role of context and duration modelling 
HMMs, and not to compare models containing an equal 
number of parameters. 

As previously noted, the intention of this work was to eval-
uate high-order HMM concepts, not to develop an ALR 
system. For this reason, as well as the absence of cor-
responding standard ALR test databases, we make only 
broad comparisons to other ALR systems. Lund et al. [ 11) 
utilise an acoustic-phonetic based scheme that does not re-
quire any transcriptions during training and can thus be di-
rectly compared to our work. On language pairs from the 
NIST'95 set, they achieve accuracy ranging from 85.2% to 
93.6%. Although based on different principles, the 97% 
accuracy that we achieved compares well with this. Oth-
ers using phoneme recognition based systems (thus requir-
ing phoneme transcriptions) have obtained 97.9% [13] and 
94.8% [9] on the NIST'94 45s set. The FIT/ORED ap-
proach compares well to these results and is particularly at-
tractive as it does not require costly hand transcription of 
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Ss (247 trials) I 45s (39 trials; NIST'95) 
Training Set Accuracy 

Ctx\Our 0=1 0=2 0=3 0=1 0-2 0-3 
C=1 1: 83.4% 02: 84.1% 03: 86.4% 1: 92.6% 02: 94.1% 03: 94.7% 
C=2 C2: 89.0% F2: 85 .2% C2D3: 91.4% C2: 98.5% F2: 95.3% C203: 99.1% 

C202: 90.3% C202: 99.1% 
C=3 C3: 94.6% C302: 95 .4% F3: 89.6% C3: 99.7% C302: lOO% F3: 98.8% 

C303: 97.3% C303: 100% 
Test Set Accuracy 

Ctx\Our 0=1 0=2 0=3 0=1 0=2 0-3 
C=1 1: 69.2% 02: 79.4% 03: 80.6% 1: 82.1% 02: 92.3% 03: 92.3% 
C=2 C2: 75.7% F2: 76.1% C203: 77.7% C2: 92.3% F2: 89.7% C203: 94.9% 

C202: 78.1% C202: 92.3% 
C=3 C3: 76.9% C302: 76.1% F3: 79.8% C3: 89.7% C302: 89.7% F3: 97.4% 

C3D3: 76.5% C3D3: 94.9% 

Table 4: Training and testing set classification accuracy for different orders and types of HMM models. 

the speech data. 

8 Conclusion 
We have demonstrated a method with which high-order 
HMMs may be manipulated and trained. It is computa-
tionally very efficient, results in improved generalisation 
and provides a powerful new tool for investigating the mod-
elling capabilities of arbitrary order HMMs. These advan-
tages of our approach were demonstrated with a carefully 
crafted synthetic data experiment as well as an automatic 
language recognition problem. 
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